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1. Overview
[bookmark: purpose]This repository contains the Python code used to process multimodal audio, visual, and radar signals; extract features; implement encoder architectures; and perform multimodal fusion using a transformer-based framework. The code supports experimentation in speech-related signal processing, sensor fusion, and multimodal deep learning.
This code deposit does not contain any human participant data, images, audio, or radar recordings.
All examples in this repository use synthetic or randomly generated data solely for demonstration purposes.
A separate controlled-access dataset deposit contains the real multimodal recordings used in associated research.
Once assigned, the DOI linking the dataset and this code deposit will be provided in both records.
2. Purpose
[bookmark: contributors]The purpose of this codebase is to provide the tools and model implementations used for multimodal audio–visual–radar speech-processing research. The code supports feature extraction, signal enhancement, encoder architectures, transformer-based fusion, and evaluation pipelines.
It enables researchers to reproduce the methodological components of the associated study, experiment with multimodal learning frameworks, and extend the modelling approach to new datasets or application domains.
This repository contains no human participant data. All demonstration examples use synthetic or randomly generated inputs. The code is intended to be linked to a separate controlled-access dataset, which contains the real multimodal recordings.
3. Contents
The codebase includes:
· Audio processing utilities
MFCC extraction, delta computations, denoising functions.
· Visual feature extraction pipeline
Mouth-region detection, image normalisation, ResNet-based embeddings.
· Radar signal processing
STFT calculation, spectrogram enhancement, MobileNet-based features.
· Neural encoders
AudioEncoder, VisualEncoder, RadarEncoder.
· Fusion models
Distance-aware attention modules and a full AVRFusion Transformer.
· Training and evaluation utilities
Training loop, validation, testing, noise simulation, feature ablation.
· Synthetic data example
Demonstrates model usage without real participant data.
4. Requirements
Create a file named requirements.txt containing:
torch
torchvision
numpy
librosa
opencv-python
shap
Install dependencies using:
pip install -r requirements.txt
5. How to Use the Code
Example usage (included in the main script):
· Generate synthetic multimodal inputs
· Train the multimodal transformer model
· Evaluate accuracy and inference time
· Extract features independently from each modality
· Perform noise injection and ablation tests
Since this open-access code does not include real data, users must obtain access to the controlled dataset if they wish to reproduce empirical experiments.
6. Associated Dataset (Controlled Access)
This code supports the dataset:
“Synergising Multi-Modal Data: Unveiling Audio-Visual and Radar Insights.”
The dataset contains identifiable audio–visual and radar recordings and is therefore available only under controlled access via Enlighten: Research Data.
A DOI link to the dataset will be added once issued.
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8. [bookmark: data-collection]Data Collection
· Speech Material: The code is designed to process a vocabulary of ten short English words commonly used in speech-recognition experiments (e.g., soap, turn, doll, bite, make, sheep, long, learn, mess, and talk).
· Sample Structure: Each word is expected to have multiple repetitions, enabling the model to learn consistent temporal and spectral patterns across modalities.
· Multimodal Inputs: The code supports synchronised audio, video, and radar inputs for each sample, allowing extraction of MFCC features, visual embeddings, and radar micro-Doppler signatures.
· Recording Setup (Generic Description): The algorithms assume that recordings are captured under controlled indoor conditions, with the radar sensor positioned at a fixed distance from the speaker to ensure reliable articulatory micro-motion capture.
9. [bookmark: data-processing]Data Processing
The codebase provides a complete processing pipeline for multimodal audio, visual, and radar data used in speech-related machine-learning research. It includes algorithms for synchronising raw sensor streams, extracting Mel-frequency cepstral coefficients (MFCCs) from audio, detecting and cropping relevant visual regions before encoding them with deep convolutional models such as ResNet-50, and transforming radar signals into spectrogram representations using short-time Fourier transforms (STFT) and motion-enhancement filters before embedding them with MobileNetV2. The processing workflow also incorporates feature scaling and optional interpretable-AI techniques such as Shapley Additive Explanations (SHAP) for dimensionality reduction and analysis. The radar-processing functions are designed for generic UWB radar inputs stored in binary formats (e.g., .dat) and include utilities for reading, denoising, normalising, and converting signals into time–frequency representations suitable for deep-learning architectures. Hardware specifications referenced in the code correspond to typical laboratory-grade audio, video, and radar sensing platforms but do not relate to any specific recording session or individual. This repository contains code only and does not include any human participant data; all examples use synthetic inputs. The code is intended to accompany a controlled-access multimodal dataset and can be adapted to different sensor configurations or research applications.
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